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I am broadly interested in developing high-performance and low-power systems, with particular emphasis on the

heterogeneous system-on-chip (SoC) paradigm for the emerging artificial intelligence (AI) domain. With Moore’s

law coming to an end, there is a major push towards heterogeneity, where the modern SoCs consist of not only

the general-purpose processing cores but also specialized hardware accelerators, GPUs, and FPGAs. This trend is

especially prevalent for AI and internet of things (IoT) applications, such as the recent computer vision chips for

autonomous driving [1] as well as ultra-low-power SoCs for wearable electronics and medical applications [2].

However, the design of such advanced SoCs with large-scale integration of diverse components is challenging.

Some of the major issues involved are: (i) these SoCs can no longer rely on the conventional synchronous design

approach, where all the components operate on a single clock, due to unprecedented challenges in terms of chip power,

timing closure, and scalability [2, 3, 4]; (ii) the interconnect for these systems is becoming a major bottleneck due to

significant communication between the processing elements [5]; (iii) while the processing speeds keep increasing, the

‘memory wall’ impedes the overall performance speedup. Moreover, the compute units in modern SoCs have distinct

memory requirements and maintaining consistency and coherency across the system is difficult [6]; and (iv) these

accelerator-based heterogeneous SoCs can have an intractably large design space where finding the optimal SoC

design for the target applications is a hard problem [7]. As a faculty, my research will investigate new circuit-,

architecture-, and system-level techniques to address the challenges associated with heterogeneous SoCs.

My past and current research has helped me build a solid foundation to target effective heterogeneous SoC design

in future. My Ph.D. focused on asynchronous (i.e., ‘clockless’) networks-on-chip (NoCs). The asynchronous design

paradigm is gaining momentum [2, 4, 8, 9], where the global clock is replaced by local handshaking protocols between

the processing units. These designs have several potential advantages such as low power, increased timing robustness,

and support for ‘object-oriented’ style of integration of different components [3]. NoCs, on the other hand, are the

new standard of communication, offering higher scalablity and performance/energy efficiency compared to global

interconnects such as buses [5]. Taken together, asynchronous NoCs are excellent candidates to ‘glue’ together

distinct processing elements, operating at different speeds, in a globally-asynchronous locally-synchronous (GALS)

system [3]. My thesis, in particular, introduced the first asynchronous NoCs to support 1-to-many communication

(multicast), a key traffic pattern common in cache coherence as well as in machine learning workloads [10, 11, 12].

Moreover, I also addressed another important problem of lack of CAD support for asynchronous circuits. To this

end, I introduced a new CAD methodology to synthesize asynchronous NoCs on commercial FPGAs [13].

As a postdoctoral researcher, I am focusing on developing methodologies to design efficient accelerator-based SoC

architectures for emerging AI applications. The first problem I targeted was to find effective ways to integrate the

accelerators in an SoC with the system’s memory hierarchy. To this end, I introduced a comprehensive methodology

that uses Bayesian optimization to select the optimal coherence model for each accelerator of a many-accelerator

SoC [14, 15]. Finally, I have introduced an analytical model that quantifies the role of the on-board computing

platforms on the performance of autonomous drones — an important and fundamental problem [16]. This model is

then used in an algorithm-hardware co-design technique for these drones: finding the best neural network policy as

well as its hardware accelerator architecture so as to optimize the on-board SoC’s power/performance and improve

its overall quality-of-flight [17].

In this statement, I summarize the contributions of my prior and current research, and present my future plans. As

a faculty, some of the research areas that I aim to target are: (i) thoroughly investigating the asynchronous/GALS

design paradigm for AI workloads; (ii) finding new architectural solutions to seamlessly and efficiently integrate

the diverse SoC components; (iii) developing open-source tools for fast modeling and design of complex SoCs;

(iv) addressing reliability issues in sub-10-nm SoCs; and (v) FPGA prototyping and taping out chips to deliver

high-performance energy-efficient SoCs for AI applications.

1 Ph.D. Dissertation: Lightweight Multicast in Asynchronous NoCs
Recently, there has been significant research on combining NoCs with asynchronous design [3, 18]. Several recent

asynchronous NoCs have shown major power and area reductions, compared to the synchronous NoCs, while achieving
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similar or better performance [3]. There is also a recent surge of industrial investments in the use of asynchronous

NoCs: (i) IBM’s TrueNorth neuromorphic (brain-like) GALS chip integrates 4096 synchronous neurosynaptic cores

using an asynchronous NoC [8]; (ii) Intel’s Loihi neuromorphic chip for real-time learning uses a fully-asynchronous

2.1-billion transistor system with an asynchronous NoC to connect 128 neural cores [9]; and (iii) Qualcomm’s ultra-

low-power GALS SoC for IoT devices also utilizes an asynchronous NoC [2].

An important traffic pattern that the modern NoCs must support efficiently is multicast, where a packet is sent

from one source to an arbitrary number of destinations. Multicast has seen a growing interest recently and is common

in parallel computing applications, such as cache coherency [19], as well as in spiking neural networks (SNNs) [20]

and deep neural networks (DNNs) [21] based machine learning workloads. Although there is significant work on

supporting multicast in synchronous NoCs, this capability has been missing from asynchronous NoCs. To this end,

the aim of my Ph.D. thesis was to significantly advance the field of asynchronous NoCs by proposing novel multicast

solutions. My Ph.D. work led to publications in major ACM/IEEE conferences and journals such as DAC, IEEE

Transactions on VLSI, ISLPED, and a best-paper nomination at the NOCS symposium, as well as filing of a patent.

During my Ph.D., I introduced new multicast routing strategies and architectures for two leading NoC topologies:

mesh-of-trees (MoT) [10] and 2D mesh [11, 12]. These are the first general-purpose asynchronous NoCs to support

multicast. In addition, for a more realistic analysis and evaluation, my thesis also targeted synthesis of these NoCs on

commercial FPGAs. Even though there has been major advancement in FPGAs and their use for hardware-assisted

acceleration, there has been only limited research on mapping asynchronous circuits to these devices. To this end, I

proposed the first systematic and comprehensive CAD methodology to efficiently synthesize asynchronous circuits on

commercial synchronous FPGAs [13].

Multicast in MoT [10]. MoT is a low-latency high-throughput topology that has seen a growing interest (e.g.,

in drone applications recently [22]). To support high-performance and low-overhead multicast in an asynchronous

MoT, I proposed a novel routing strategy called local speculation. In this technique, a packet (unicast or multicast)

is always broadcast at a fixed subset of speculative routers in the network. To restrict the distance traveled by any

redundant packets to small ‘local’ regions, these packets are throttled by neighboring non-speculative routers that

route based on the packet’s destination address. Speculative routers are very simple and fast as they do not perform

route computation or allocate output channels. Non-speculative routers perform throttling with almost no hardware

overhead. The simple, ‘sub-cycle’ operation for local broadcast and low-overhead throttling, not discretized to clock

cycles, make the proposed paradigm a good match for asynchronous design. This balanced mix of speculative and

non-speculative routers leads to an efficient hybrid network architecture that showed significant benefits in terms of

network latency and power, not just for multicast but also for unicast traffic.

Multicast in 2D mesh [11, 12]. 2D mesh is one of the most commonly-used NoC topologies. Multicast in 2D

mesh is more challenging as it consists of higher-radix routers and involves more parallelism and contention than MoT.

For 2D mesh, I introduced a new asynchronous replication strategy at the router-level to achieve high-performance

multicast. In this approach, a multicast packet is routed through the distinct outputs of the router according to each

output’s own rate, concurrently and in continuous time without waiting for clock cycles. To enable this strategy, a

new continuous-time multi-way read (CMR) buffer is proposed. For low overheads, only a single CMR buffer is used

per input port of a router, with multiple independent read pointers, which can be accessed by different outputs in

parallel, and at their own speeds. Unlike synchronous, this unique asynchronous approach, not discretized to clock

cycles, can provide considerable performance benefits by accommodating subtle variations in network congestion

and exploiting ‘sub-cycle’ differences in interface operating rates. This parallel-multicast asynchronous NoC showed

up to 97% better network latency and 57% lower network energy over a baseline asynchronous NoC that performs

multicast using multiple serial unicasts. Moreover, the proposed CMR buffer is generic and can also be used for

other applications beyond multicast, such as multi-ported shared scratchpad memories for accelerators.

In addition, as an intern at Intel Labs during my Ph.D., I also designed a 2D mesh based asynchronous NoC to

efficiently support multicast and broadcast traffic of SNN-based workloads. This work has been filed for patent [23].

Synthesizing asynchronous circuits on FPGAs [13]. I proposed a new CAD methodology to efficiently syn-

thesize asynchronous circuits on commercial FPGAs. A challenging two-fold goal was targeted: not just correctness

but also a high-performance implementation on FPGAs. The effectiveness of this methodology was demonstrated by

successfully synthesizing a unicast-only asynchronous NoC router and a multicast-enabled asynchronous router on
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Xilinx FPGAs. In a head-to-head comparison with a high-performance synchronous router, the two asynchronous

routers showed up to 62% lower energy and 75% lower idle power, along with some performance benefits.

2 Post-doc Work: Efficient Accelerator-based SoC Architectures
As a post-doc, I developed three system-level design space exploration methodologies to determine optimal accelerator-

based SoC architectures for emerging AI applications. First, a framework to select the optimal coherence models

to efficiently integrate accelerators in an SoC with the system’s memory hierarchy. Second, an algorithm-hardware

co-design technique for autonomous drones to optimize their on-board SoC’s power/performance as well as improve

the drone’s quality of flight. Finally, I also contributed towards developing an end-to-end architecture simulation

tool for deep learning workloads.

Optimal coherence models for accelerators [14, 15]. Typically, there are three coherence model choices

to integrate an accelerator with the memory hierarchy: no coherence, coherent with the last-level cache (LLC), and

private cache-based full coherence. However, there has been very limited research on finding which coherence models

are optimal for the accelerators in a complex many-accelerator SoC. To this end, I focused on determining cost-aware

coherence interfaces for an SoC and its target application. In such an interface, those coherence models are selected

for the accelerators that optimize their power and performance, while considering not only the workload properties

but also how the accelerators interact with the other SoC components, such as the shared memory.

To automatically and efficiently determine the cost-aware coherence interfaces for many-accelerator SoCs, I pro-

posed a new framework, called BayesOpt-gem5-Aladdin, that integrates Bayesian optimization (BayesOpt) search

technique with the gem5-Aladdin architectural simulator. BayesOpt is a machine learning method used for efficient

multi-objective optimization of black-box functions. gem5-Aladdin supports pre-RTL accurate modeling and sim-

ulation of accelerator-based SoCs. In BayesOpt-gem5-Aladdin, BayesOpt learns over time which coherence models

lead to optimal performance and power for the accelerators of an SoC, based on the evaluation of these costs for the

different models using gem5-Aladdin. For an image-processing SoC, the proposed framework rapidly converged to

multiple cost-aware coherence interfaces. Interestingly, these interfaces were heterogeneous, where different acceler-

ators use different coherence models, and showed up to 21% better performance and 30% lower power over the more

commonly-used homogeneous interfaces that employ a single coherence model for all the accelerators. Moreover, the

BayesOpt-gem5-Aladdin tool can also be used for many other design space exploration applications. This framework

has been developed in collaboration with the machine learning group of University of Cambridge, UK, under an

SRC-funded project mentored by researchers from the Strategic CAD Labs at Intel.

Algorithm-hardware co-design for autonomous drones [16, 17]. Autonomous drones use neural network-

based SoCs for object detection during navigation through an environment. I proposed a roofline-based analytical

model to show that the power and performance of these on-board SoCs can have significant impact on the drone’s

velocity and its energy consumption during flight, especially for nano-sized drones (faster compute can enable faster

and more energy-efficient drones) [16]. In addition, the power/performance of these SoCs not only depend on the

hardware parameters, such as the accelerator memory size, but also on the neural network (NN) architecture that is

being run on the SoC. Furthermore, different NNs can have varying impact on the success of flying the drone through

an environment. Therefore, I developed a Bayesian optimization-based comprehensive framework that selects the

best NN architecture (e.g., number of layers/filters) and the NN accelerator design parameters (e.g., accelerator

scratchpad size, number of multiply-accumulate processing elements, etc.) so as to optimize multiple objectives

for a target drone: (i) power and performance of the on-board NN accelerator-based SoC, and (ii) the drone’s

quality-of-flight metrics, such as its success rate and energy-of-flight [17]. This project is funded under DARPA’s

Domain-Specific Systems-on-Chip (DSSoC) program for autonomous vehicles.

End-to-end architecture simulator for DNN accelerator-based SoCs [24]. The simulator significantly

extends gem5-Aladdin to support DNN accelerators. It can handle almost all of the common DNN models, which

can run on different DNN accelerator architectures such as SIMD-style or systolic array. Moreover, the accelerators

can use different coherence models: no coherence, LLC-coherence, or full cache-coherence. This simulator will be

open-sourced and can be used to simulate end-to-end AI applications and evaluate their SoC power and performance.
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3 Future Plans
The AI era is upon us. There is an ever-increasing need for high-performance energy-efficient SoCs to deliver the signif-

icant compute power required by the AI applications, such as in autonomous driving, healthcare, augmented/virtual

reality, language processing, etc. Major innovations are needed across different layers of the hardware design stack.

For instance, NSF/DARPA’s recent description of their real-time machine learning (RTML) program encourages the

use of unconventional circuit design technologies and non-traditional system architectures to target hardware that

can support various AI workloads in a cost-effective and reliable manner [25].

As a faculty, I aim to significantly advance the field of heterogeneous SoCs for AI applications, building on the

solid background that I developed during my Ph.D. and post-doc. I plan to collaborate with faculty and researchers

from across the stack: applications, machine learning algorithms, compilers, architecture, and circuit design. In

particular, below are some of the key research areas that I will pursue:

1) Investigating asynchronous circuits and GALS systems: Fully-asynchronous and asynchronous NoC-based

GALS systems are becoming popular, not just in academia but also in industry (IBM [8], Intel [9], Nvidia [4],

and Qualcomm [2]). However, these technologies have not been explored extensively and there is still a long road

ahead towards their wide-spread commercialization. For example, while asynchronous design has been shown to

be suitable for on-demand event-driven nature of spiking NNs [8, 9], can they also provide power and performance

benefits for convolutional NN-based accelerators? With my expertise in asynchronous circuits, I plan to pursue a

thorough investigation of advantages and bottlenecks of fully-asynchronous and GALS systems. My aim is to deploy

asynchronous/GALS SoCs and perform evaluation using real-world AI applications.

2) Efficient system architectures for heterogeneous SoCs: I plan to pursue research into developing novel architec-

tural and runtime solutions that will target the following key questions: (i) how to correctly and efficiently integrate

components with different memory hierarchies and data access patterns? New innovations will be required in memory

consistency and coherence models; (ii) how to optimize communication costs between the various elements of the

SoC? More research is needed in coming up with the optimal NoC architectures in terms of new topologies, rout-

ing solutions, etc. Non-traditional architectures such as near/in memory computing can also be useful in reducing

dataflow overheads; and (iii) how to effectively schedule tasks to the various compute units at runtime? New efficient

task scheduling algorithms are required that do not burden the programmers.

3) Development of open-source tool flows: Recently, there has been significant push by academia, industry as well

as scientific funding agencies towards open-source tools. Based on my prior works [13, 24], I plan to develop new

toolsets for two key areas: (i) CAD tools and methodologies to automate synthesis of asynchronous circuits: lack of

CAD support for asynchronous design is a major challenge. However, there has been considerable interest in this

direction, including a $12 million electronic design automation initiative by DARPA [26]. To this end, my aim will

be to utilize as much standard synchronous design tools and techniques as possible for ease of implementation of

asynchronous circuits on both FPGAs as well as chips; and (ii) design space exploration tools for ML-based SoCs: I

intend to develop high-level architectural tools for fast/early modeling and simulation of complex ML-based SoCs, as

well as automated hardware generators to directly synthesize chips from ML software frameworks such as Pytorch.

4) Reliable SoCs: As the transistor sizes shrink to 7 nm and 5 nm technologies, reliability is becoming a major

issue [27]. In particular, process variation (PV) and aging phenomena, such as negative bias temperature instability

(NBTI), can degrade system performance with time and induce faults. During my M.S. thesis, I investigated the

effect of NBTI on NoC performance and introduced novel routing solutions to mitigate its impact, leading to papers

in ACM/IEEE DAC and DATE [28, 29]. As a faculty, I aim to address reliability issues in sub-10-nm SoCs, mitigating

these problems at both circuit and architectural levels.

5) FPGA prototyping and chip tape-outs: Finally, I plan to demonstrate the effectiveness of the innovations

introduced for the above research areas on real hardware. I will use the state-of-the-art FPGAs for fast evaluation

of the proposed techniques using real AI workloads such as computer vision and speech recognition. The benefits of

this FPGA prototyping is twofold: get early feedback on any bottlenecks and mitigate any issues, and these FPGA

implementations can also be used directly in ASICs as embedded FPGAs (eFPGAs). The final phase will be chip

tape-out to deliver high-performance energy-efficient SoCs that can run a variety of end-to-end AI applications.

Planned funding sources: I aim to solicit funding from NSF, DARPA, SRC, and from various industrial sponsors.
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